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Deep feedforward and recurrent neural networks have become success-
ful functional models of the brain, but they neglect obvious biological
details such as spikes and Dale’s law. Here we argue that these details are
crucial in order to understand how real neural circuits operate. Towards
this aim, we put forth a new framework for spike-based computation in
low-rank excitatory-inhibitory spiking networks. By considering popula-
tions with rank-1 connectivity, we cast each neuron’s spiking threshold as
a boundary in a low-dimensional input-output space. We then show how
the combined thresholds of a population of inhibitory neurons form a
stable boundary in this space, and those of a population of excitatory neu-
rons form an unstable boundary. Combining the two boundaries results
in a rank-2 excitatory-inhibitory (EI) network with inhibition-stabilized
dynamics at the intersection of the two boundaries. The computation of
the resulting networks can be understood as the difference of two convex
functions and is thereby capable of approximating arbitrary non-linear
input-output mappings. We demonstrate several properties of these net-
works, including noise suppression and amplification, irregular activity
and synaptic balance, as well as how they relate to rate network dynam-
ics in the limit that the boundary becomes soft. Finally, while our work
focuses on small networks (5-50 neurons), we discuss potential avenues
for scaling up to much larger networks. Overall, our work proposes a new
perspective on spiking networks that may serve as a starting point for a
mechanistic understanding of biological spike-based computation.

1 Introduction

The neural circuits of the brain are unbelievably complex. Yet when it comes
to studying how they compute, we often resort to highly simplified network
models composed of neurons with graded activation functions, that is, rate
neurons. The resulting rate networks have become the standard models of
feedforward sensory processing (Yamins & DiCarlo, 2016; Lindsay, 2021)
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and recurrent task dynamics (Sussillo, 2014; Barak, 2017) and capture many
aspects of neural circuits surprisingly well.

Of course, a mechanistic understanding of biological computation must
eventually bridge back to the details of real circuits (Berndez Timon et al.,
2022). However, this task has proved surprisingly hard. Indeed, the more
biologically detailed a network model is, the more difficult it tends to be
to constrain and interpret (Eliasmith & Trujillo, 2014). We argue here that
a fundamental part of this problem lies in two computational concepts of
rate networks that are mismatched with biology.

The first concept is that of the feature detector (Martin, 1994) and per-
tains to the difference between rate-based and spike-based coding. In a
nutshell, rate neurons operate in a regime of depolarized inputs; they are
activated far beyond threshold whenever the neuron’s input pattern
matches its pattern of synaptic weights. In the spiking domain, unless a
large amount of external noise is added, a direct translation of this idea
leads to regular spike trains (Softky & Koch, 1993; see Figures 1la—1c). While
this may be an accurate description of some biological neurons (e.g., those at
the sensory periphery), cortical neurons often fire spikes irregularly (Softky
& Koch, 1993). The cause of this irregularity is that such neurons operate in
a fluctuation-driven regime, in which excitatory and inhibitory input cur-
rents balance each other on average (Van Vreeswijk & Sompolinsky, 1996;
Shadlen & Newsome, 1998; Haider et al., 2006), and not in a strongly de-
polarized regime (see Figures 1d-1f). However, despite much progress (see
section 5 for more details), a general theory of computation in such a regime
has remained elusive, especially if computations are limited to smaller net-
works with only tens of neurons.

The second mismatched concept of rate networks concerns function ap-
proximation and its relationship to Dale’s law, the common biologically ob-
served distinction between excitatory and inhibitory neurons (Eccles, 1976).
The flexibility of rate networks relies on the ability of each unit to linearly
combine inputs in order to represent arbitrary input-output transforma-
tions on the network level (see Figure 1c). To be most effective, the neurons’
output rates must be combined with both positive and negative weights, re-
sulting in mixed-sign connectivity on the level of individual neurons, and
thus violating Dale’s law. Several studies have successfully incorporated
Dale’s law (e.g., Parisien et al., 2008; Song et al., 2016; Miconi, 2017; In-
grosso & Abbott, 2019; Shao & Ostojic, 2023), and some have even suggested
potential benefits to learning and robustness (Haber & Schneidman, 2022).
However, these studies have primarily taken a bottom-up approach, incor-
porating Dale’s law for biological plausibility rather than for any computa-
tional necessity. It also remains to be seen how such sign constraints scale,
as adding them to larger-scale machine learning benchmarks typically hin-
ders (or at best matches) performance (Cornford et al., 2021; Li et al.,
2023).
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Figure 1: The operating regimes and sign constraints of rate (a—c) and bal-
anced spike (d-f) codes are fundamentally different. (a) A rate-coding perspec-
tive utilizes the time-averaged frequency-input (f-I) curve (shown in black for
a leaky integrate-and-fire (LIF) neuron receiving noisy input) as a basis; such
neurons may be activated far above or below threshold (green ellipse). (b) In
the absence of additional noise, rate-coding neurons fire regularly in response
to an input stimulus (three trials shown) with a rate according to the f-I curve.
(c) Function approximation through linear-nonlinear mappings may be
achieved in rate-based spiking networks (Eliasmith & Anderson, 2003); here,
the black output curve is composed of the weighted sum of the four spiking
neuron f-I curves (nl, green; n2, blue; n3, purple; n4, orange), with each neuron
having a positive or negative output weight. (d) A balanced-input perspective
of a spiking neuron suggests a more localized operating regime with mean in-
put below or at the neuron’s threshold (green ellipse), and thus does not follow
the f-I curve (black); this balance is due to the equal strength of excitatory and
inhibitory inputs. (e) This regime explains the irregular firing and trial-to-trial
variability seen in cortex. (f) It is less well understood how such a balanced,
Daleian regime may explain biological computation.

Neither of these mismatches is new, and both have puzzled the field
for a while. One common line of reasoning suggests that irregular firing
and Dale’s law are two among many manifestations of biological con-
straints on computation. From this view, one could justify the use of ab-
stract rate networks as idealized versions of a constrained, noisy biological
implementation. However, it is also possible that these mismatches reflect
something fundamentally different about biological computation. Taking
the latter perspective, here we offer a fresh approach to these puzzles.
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806 W. Podlaski and C. Machens

Our study is based on a combination of two recent developments: low-
rank connectivity and spike-threshold geometry. Networks with low-rank
connectivities generate low-dimensional dynamics in a latent activity space
(Seung, 1996; Eliasmith & Anderson, 2003; Landau & Sompolinsky, 2018;
Mastrogiuseppe & Ostojic, 2018). They thereby allow the activity of individ-
ual neurons to be linked to the modes or patterns of population activities
often observed in real neural circuits (Gallego et al., 2017; Saxena & Cun-
ningham, 2019; Keemink & Machens, 2019; Jazayeri & Ostojic, 2021; Chung
& Abbott, 2021; Langdon et al., 2023). Such insights can also be translated
into spiking network models (Eliasmith & Anderson, 2003; Cimesa et al.,
2023; Koren & Panzeri, 2022; DePasquale et al., 2023).

However, low-rank connectivity alone does not guarantee spike-based
computation in the balanced operating regime (Eliasmith & Anderson,
2003). To achieve this, we take inspiration from spike-coding networks
(SCNs; Boerlin et al., 2013), whose function can be geometrically under-
stood by visualizing spike-threshold boundaries in a space of latent popu-
lation modes (Calaim et al., 2022). Importantly, this perspective places the
boundary between sub- and suprathreshold voltages at the center of com-
putation, leading to a fundamentally different operating regime from rate
networks (see Figures 1a and 1d). Such networks have been shown to ex-
hibit irregular activity and have several other desirable biological proper-
ties like robustness and energy efficiency (Deneve & Machens, 2016; Barrett
et al., 2016). Based on a geometric reframing (Calaim et al., 2022; Mancoo
et al., 2020), we generalize these networks here, removing several previous
limitations of SCNs, while retaining their desirable properties.

We first show that a population of spiking neurons with rank-1 connec-
tivity induces a latent variable readout and a spiking boundary in input-
output space. We distinguish excitatory (E) and inhibitory (I) boundaries
in this space and show that a combined rank-2 EI network is a univer-
sal function approximator of static input-output transformations. Impor-
tantly, as we demonstrate, flexible function approximation can already be
achieved in small networks and can be theoretically understood without
invoking large-network-size limits (e.g., mean field). Next, we illustrate a
fundamental link between noise suppression and irregular firing and
demonstrate how mistuned connectivity between the two populations in
the rank-2 EI network can lead to amplification of noise. We then consider
effects of slower synaptic dynamics and transmission delays on coding per-
formance, and finally, we show when low-rank spiking networks can be
approximated by equivalent low-rank rate networks.

While we limit ourselves here to static function approximation in rank-
1 populations with few neurons, in section 5 we touch upon the implica-
tions for scaling up this framework to higher-rank networks with richer
dynamical motifs, thereby providing a promising path to understand and
construct spiking networks in biologically realistic regimes.
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Approximating Nonlinear Functions in Spiking Networks 807

2 Spiking Thresholds Form Convex Boundaries in Latent Space

For simplicity, we focus on networks with rank-1 populations and use them
to develop the central concepts of this article: latent variables and convex
boundaries. Following an introduction of the general rank-1 case, we dis-
tinguish inhibitory (I) and excitatory (E) populations. Then, we combine
the two populations into a rank-2 EI network and illustrate the resultant
dynamics and input-output transformations.

2.1 Rank-1 Connectivity Generates a Latent Variable. Letus considera
network of N recurrently connected spiking neurons. We denote each neu-
ron’s membrane potential by V; and assume that the neuron fires a spike
when it reaches a threshold, T. Each neuron’s membrane potential will be
described as a leaky integrate-and-fire neuron:

N
TVi(t) = —Vi(t) + Fc(t) + Y Wijs;(t) + br. 2.1)
j=1

The first term on the right-hand side describes a leak current; the second
term a feedforward input, c(t), weighted by synaptic feedforward weights,
F;; the third term the recurrent spike trains, s;(t), of presynaptic neurons,
each weighted by recurrent synaptic weights, W;; (without sign constraints
for now); and the last term a constant background input. The constant back-
ground simply shifts the effective threshold of the neuron and can therefore
be modeled equivalently by setting b; = 0 and assuming an effective neural
threshold T;. For simplicity, we also set the neuron’s membrane time con-
stant 7 =1, so that the unit of time corresponds to 7 (set to 10 ms for all
simulations).

We model each neuron’s spike train as a series of delta functions, such
that s;(t) = Zf S(t — tif), where tif is the time of the fth spike of the ith neu-
ron. For now, we assume instantaneous communication between neurons
without temporal synaptic dynamics or delays (this will be relaxed in sec-
tion 4). We furthermore assume that the diagonal of the weight matrix, W;;,
includes the voltage reset after a spike, thereby setting the reset voltage to

Vi,reset = Tz - szz (2~2)

For our exposition, we will mostly rely on the integrated ver-
sion of these equations (Gerstner et al., 2014). We first define the
filtered input, x(t), and the filtered spike trains, 7;(t), as

#(t) = —x(t) + c(t). 2.3)
7i(t) = —ri(t) +si(t). (24)
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808 W. Podlaski and C. Machens

These equations express a filtering or convolution of the input or
spike trains, respectively, with a one-sided exponential kernel, h(t) =
H(t)exp(—t), where H(t) is the Heaviside function (i.e., H(f) =1ift > 0,
and H(t) = 0 otherwise). Accordingly, we can think of 7;(t) as a simple
model of a neuron’s postsynaptic potential or as a (single-trial) estimate of
a neuron’s instantaneous firing rate.

With these definitions, we can integrate equation 2.1 to obtain

N
Vi=Fx+ ZWijrj, (2.5)
j=1

where we have dropped the time index for brevity. By taking the deriva-
tive of this equation, inserting the equations for the filtered inputs and
spike trains, equations 2.3 and 2.4, and remembering that T; = T — b;, one
retrieves equation 2.1. A key assumption for this section will be that the
weight matrix has rank-1, so that we can write

Wij = EDj, (2.6)

where we will call the scalars E; the encoding weights, and D; the de-
coding weights. With this definition, the integrated voltage, equation 2.5,
becomes

N
V;=Fx+ Y EDjr (2.7)
j=1
N
=Fx+E|Y Djrjl. (2.8)

j=1

The term inside the parentheses is simply a linear combination of the fil-
tered spike trains, independent of index i. We denote it as

N
y=y Djrj, 29)
j=1

so that the voltage becomes
Vi = Fx+ Ejy. (2.10)

Importantly, the variable y fully controls the dynamics of the network, in
that knowledge of y (together with the input x) is sufficient to compute the
voltages and, consequently, the spike trains. We will refer to y as the read-
out, the output, or the latent variable of the network.
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Approximating Nonlinear Functions in Spiking Networks 809

We emphasize that linear, weighted sums of filtered spike trains are a
common motif not only in the study of neural networks, but also in the
analysis of population recordings (Fusi et al., 2016; Saxena & Cunningham,
2019; Keemink & Machens, 2019; Vyas et al., 2020; Jazayeri & Ostojic, 2021).
Indeed, such “linear readouts” are used to extract information from neu-
ral recordings, either through explicit linear decoding (Dayan & Abbott,
2005) or the use of linear dimensionality-reduction methods such as princi-
pal components analysis or factor analysis (Cunningham & Yu, 2014; Pang
et al., 2016). Consequently, we can also view y as a component or mode of
population activity.

2.2 Inhibitory Neurons Form Stable, Attracting Boundaries. So far we
have not put any sign constraints on the connectivity. Now, considering a
population of inhibitory neurons with negative weights, we impose

Wij=ED; <0 Vi, j (2.11)
by requiring

E; >0 Vi, (2.12)

D; <0 Vj. (2.13)

With this sign convention, the negative sign is associated with the decod-
ing weights, and from equation 2.9, the latent variable or readout will also
be constrained to be negative, ¥ < 0. The voltage equation, equation 2.10,
remains unchanged, but the positive encoding weights E; and negative la-
tent variable y ensure that each neuron receives negative feedback from the
population.

Our first goal will be to understand the dynamics of the integrate-and-
fire network in the joint space of inputs and readouts. Using equations 2.4
and 2.9, we can compute the derivative of the readout,

N
y:-y—i—ZDjS]‘, (2.14)

j=1
revealing the dynamics to be a weighted, leaky integration of the network’s

spike trains. These dynamics therefore fall into two regimes:

y ==y
y<y+D; if Vi=Ex+Ey=>T,. (2.15)

Either the readout is leaking toward zero (top equation) or it is changing
abruptly due to spikes (bottom equation).
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Figure 2: A rank-1 inhibitory population forms a stable, attracting boundary.
(a) Asingle inhibitory neuron’s voltage (see equation 2.10) is visualized in input-
output space; the spike threshold (V; = T; solid blue line, with normal vector
(F1, E1)) divides the space into sub- and suprathreshold sets (white and blue
shaded area). Gray arrows illustrate dynamics due to the leak; the downward-
facing blue arrow illustrates the effect of a spike at the boundary, which sets
y — y + D (dotted blue line). (b) The thresholds of multiple (N = 10; colored
lines) neurons were tuned to delineate a concave (or negative convex) boundary,
Y= —fox(x) = —x* — % (dotted gray line). (c) The boundary (blue line) divides
the input-output space into a convex subthreshold set (with all voltages below
threshold) and a suprathreshold set (with at least one voltage above thresh-
old), forming a stable input-output relationship. Output precision is defined as
the distance between the neural thresholds and the resets after a spike, which
can be different for each neuron (gray shading; see equation 2.18). (d) Latent
variable output (top) and spike raster (bottom) of a simulation of the spik-
ing network from panel c (colors as in panel b) for a time-varying input from
x = —1to 1 (light gray, top; time in units of 7); the spiking simulation output
(solid dark gray) follows the true boundary (dashed black line), and each input
value is coded by a single neuron. (e) A negative convex surface boundary for
a two-dimensional input (see equation 2.16), made up of 36 neurons (colored
segments).

To gain more intuition for these separate regimes, we start with a sin-
gle neuron. For this neuron, the equation Vi = Fix + E1y = T; defines a line
in (x, y)-space, that is, in the space of inputs and outputs (see Figure 2a,
solid blue). On one side of the line, the neuron is subthreshold, and on the
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Approximating Nonlinear Functions in Spiking Networks 811

other side, itis suprathreshold. The output y always leaks toward zero in the
absence of firing. Once the neuron’s threshold is hit, it fires, and the read-
out bounces down according to the size of the neuron’s decoder weight to
y <y + Dy. From a biophysical point of view, the neuron’s inhibitory self-
connection acts as a reset, and the voltage moves from threshold (Vi = T1)
to a hyperpolarized value.

Now considering a network of several neurons, each threshold will trace
a different line in the input-output space (see Figure 2b) and together they
will form a single boundary (see Figure 2b, gray dashed line; Figure 2c, solid
blue line). We will use subthreshold to denote the region where all neurons’
voltages are below threshold and suprathreshold to denote the region where
at least one neuron is above threshold. Since E; > 0, the subthreshold region
lies below each neuron’s threshold line. Just as in the single-neuron case, the
latent variable, y, leaks toward zero until it reaches the boundary, where a
neuron will fire a spike, causing y to jump back into the subthreshold re-
gion, and the dynamics continue. Note that this jump into the subthreshold
region pushes y away from all threshold boundaries and therefore corre-
sponds to recurrent inhibition between all neurons. Since each part of the
boundary is covered by a single neuron, only one neuron will fire spikes for
each value of the input x (see Figure 2d).

We emphasize that any integrate-and-fire network following equation
2.1 and assuming the sign and rank constraints, W;; = E;D; < 0, will form
a stable spike-threshold boundary. However, a rank-1 population with ran-
domly distributed parameters, (F, E;, T;), will, more often than not, yield a
boundary composed of only a subset of neurons (see appendix B for more
details). In other words, some neurons’ boundaries will be well within the
suprathreshold set and so will never fire any spikes. Furthermore, a ran-
dom boundary may also cross the x-axis (y = 0), resulting in some input
values for which no neuron is active. Since such parameter regimes include
silent neurons or fully silent activity regimes, we do not consider them. In-
stead, the networks shown in Figures 2b, 2c, and 2e were precisely tuned
so that each neuron’s threshold lies along a smooth quadratic function (see
appendix C).

2.3 The Boundary Determines the Input-Output Mapping. The con-
cept of aboundary in the input-output space is central to our developments.
This perspective can also be generalized to rank-1 networks with multiple
inputs. We write x = (x1, X2, ..., xp) for an M-dimensional input, in which
case the voltage equation becomes

Vi=F'x+Ey<T,. (2.16)

This inequality still describes a linear boundary, but now in a higher-
dimensional input-output space, (x,y) € RM*1. Multiple neurons again
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812 W. Podlaski and C. Machens

define different boundaries, each of which divides the input-output space
into two half-spaces. The intersection of the individual subthreshold half-
spaces yields the population’s subthreshold set, which is guaranteed to be
convex. The boundary of this convex set can therefore be written as

¥ = —fex(x), (2.17)

where fx(x) denotes a (piecewise-linear) convex function. The negative
sign implies that y is actually a concave function of the inputs x. For x € R?,
we plot an example boundary in Figure 2e.

The above function serves as an idealized description of the network’s
input-output relationship. More precisely, the output of the network jumps
back and forth between this threshold boundary and the set of y-values that
is reached after a spike (see Figure 2d). Since every input x can be uniquely
associated with the neuron whose boundary is exposed, we can define a de-
coder function, D(x) < 0, that takes the value of the decoder for the neuron
that becomes active for input x. Accordingly, the output takes values in the
interval

¥ = [ fex(x) + D(x), — feox (X)]. (2.18)

We refer to this deviation from the “true” boundary, — f.yx(x), caused by
discrete spiking events, as the precision by which the input is mapped onto
the output, as determined by the function D(x) (compare Figure 2c, gray
shading, and Figure 2d).

2.4 The Boundary Determines the Latent Dynamics. We can write
down the dynamics of y in two equivalent ways. First, we can think of each
individual neuron as enforcing its own threshold, and we can think of the
boundary as the joint action of all thresholds. Merging the two dynamical
regimes, equation 2.15, into a single equation, we obtain

N
y=-y+ Y Di(F x+Ey—T). (2.19)

i=1

where the indicator function I(-) denotes an infinitely high boundary, I(z) =
o0 ifz > 0and I(z) = 0 otherwise. The indicator function is commonly used
in convex analysis (Rockafellar, 1970; Boyd & Vandenberghe, 2004) and can
be understood as similar to the delta function used in spiking networks, that
is, as a limiting case, I(z) = lima;—.0 H(z)/At, where H(z) is the Heaviside
function and At the integration time step.

Second, we can think of the network as forming a single (globally) stable
boundary,

y=-y+DXI(B(xYy)). (2.20)
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Approximating Nonlinear Functions in Spiking Networks 813

using the decoder function D(x) and similarly defining a boundary
function,

B(x,y) =y + fex(x), (2.21)

where we can recover our definition of the boundary input-output function
by setting B(x, y) = 0. Equations 2.19 and 2.20 are mathematically equiva-
lent, and both will prove useful later on.

2.5 Excitatory Neurons Form Unstable, Repellent Boundaries. Next,
we consider a network of N recurrently connected, excitatory neurons.
Much of our exposition follows the same outline as for the inhibitory net-
work, and we will mostly focus on highlighting the differences. Of course,
the key difference is positive connectivity, compared to equation 2.11,

with constraints on the encoders and decoders,

E; >0 Vi, (2.23)
D; >0 Vj (2.24)

Given these sign conventions for the excitatory network, the latent vari-
able or readout will be constrained to be positive, y > 0. The voltage equa-
tion 2.10, remains the same, but now each neuron receives positive feedback
from itself and all other neurons of the excitatory population.

We note that due to the positivity constraint, even the diagonal terms
of the connectivity matrix, W;;, are all positive. For the inhibitory network,
in contrast, the diagonal terms were negative and thereby corresponded
to the self-reset current after a spike. A positive diagonal term here means
that the neuron will self-excite, and thereby immediately fire more spikes.
While the absence of a reset term may seem unnatural, it provides a useful
entry point for studying low-rank, all-excitatory networks in their idealized
form. In practice, a self-reset can be introduced, which we describe below.

The dynamics of an example network are visualized in Figure 3. Once
more, each neuron divides the input-output space into two halves, and the
boundary of these half spaces is given by equating the voltage equation (see
equation 2.10) with the threshold, that is, V; = T; (see Figure 3a). The sub-
and suprathreshold regions are similarly defined as in the all-inhibitory net-
work and are shown for a single neuron or several neurons in Figures 3a and
3b. The output y is now positive and still leaks toward zero in the subthresh-
old region, but now this leak is away from the boundary. If the boundary is
breached, however, the respective neuron fires, which moves the latent vari-
able further into the suprathreshold regime. The spike causes self-excitation
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Figure3: Arank-1 excitatory population forms an unstable, repellent boundary.
(a) Input-output space for a single excitatory neuron (compare with and refer to
the caption of Figure 2a). Note that a spike moves the latent variable further into
the suprathreshold set, and the leak dynamics decay away from the boundary.
(b) The thresholds of multiple (N = 10, colored lines) excitatory neurons were
tuned to delineate a concave (or negative convex) boundary in input-output
space, ¥ = — fo,x(x) = —x* + 3 (dotted gray line). (c) The boundary forms a con-
vex subthreshold set (where all voltages are below threshold), analogous to the
inhibitory population (see Figure 1). Unlike the inhibitory population, however,
the boundary itself is now unstable: it either leaks to zero or explodes.

of the firing neuron and, potentially, the crossing of other neurons’ thresh-
olds. (Strictly speaking, this regime is mathematically ill defined. For now,
we will be pragmatic, discretize time, and assume that only one neuron can
fire per time step. In section 4, we relax this assumption.) In consequence,
the dynamics beyond the boundary self-reinforces the growth of the output
and becomes highly explosive (see Figure 3c). To illustrate the unstable dy-
namics on either side of the boundary, the boundary function in Figures 3b
and 3c was chosen such that y = 0 is contained within the subthreshold set
for the displayed values of x, meaning that in the absence of previous spik-
ing, the network will remain silent. This choice is primarily illustrative, and
we return to the spontaneously active case in the next section after reintro-
ducing inhibition.

Just as in the inhibitory network, the set of subthreshold readouts is a
convex set, and the boundary is a concave function of the input within a
given range (see Figure 3). The same reasoning holds when the input x be-
comes multidimensional. We can therefore characterize the unstable bound-
ary through a concave function,

y= _fcvx(x)v (225)

defined on the set of inputs, x, for which y > 0. Since this boundary is un-
stable, it does not describe the input-output mapping of an all-excitatory
network. Indeed, the input-output mapping of the network will be
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Approximating Nonlinear Functions in Spiking Networks 815

determined by the mechanism(s) that stabilize the explosion (see below).
Finally, the dynamics of the excitatory network also follow equations 2.19
and 2.20, with the key difference that D; or D(x) are now positive, which
inverts the dynamics around the boundary.

Given that the excitatory population is unstable, some other mechanisms
need to kick in to stabilize the dynamics. One stabilizing factor is the leak
of each neuron, which eventually could counter the explosion of activity. A
second approach would be to give each excitatory neuron a self reset and / or
refractory period after firing a spike. This can be formalized by adding a
diagonal component u to the connectivity matrix such that

Wi = EiDj — , (2.26)

which serves as a “soft” refractory period. Though technically this breaks
the assumed low-rank connectivity structure, it will prove useful, and we
return to it in section 3. Finally, a third possibility is to stabilize the network
activity with inhibition, which we do next.

Before moving on, we make one additional comment about Dale’s law
here. The concepts of stable and unstable spike-threshold boundaries form
the main computational components of our framework. Intriguingly, sign-
constrained inhibitory and excitatory populations are sufficient to gener-
ate such well-behaved boundaries, and we will see how the combination
of the two leads to a unique computational regime. We note that while
a stable boundary can be generated without adhering to Dale’s law, as is
known from previous work on spike-coding networks (Calaim et al., 2022),
the stability is only local and can collapse upon certain perturbations (see
section 5).

2.6 The Inhibitory Boundary Can Stabilize the Excitatory Boundary.
We now study networks of coupled excitatory (E) and inhibitory (I) neu-
rons. In order to do so, we will first go back to differential equations. As-
suming that there are N! inhibitory and N excitatory neurons, we again
use leaky integrate-and-fire neurons to describe the membrane potentials
of the two populations:

NE

yJ 1 I 1E E 11 1

Vi = V! + Fle(t) + Y Wi ( Zw,” (227)
j=1
NE

VE = —VE+Ffet)+ ) Wit () + Z WESL(t). (2.28)

j=1

Besides the self-connections within the subnetworks, WEE and W, we also
introduce cross-connections between the two networks, designated by the
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816 W. Podlaski and C. Machens

matrices WEl and WE. The thresholds of the two populations are given by
T! and TF and, as before, may incorporate possible background inputs.

Just as before, we assume that the self-connection matrices are rank-1. We
furthermore assume that the cross-connection matrices are likewise rank-1,
while sharing the same decoders. Specifically, we set (for all 7, j)

Wl = EID! <0, (2.29)
WIE = EEDE > 0, (230)
WE! = EEID! <0, (231)
WEE = EFEDE > 0, (232)

resulting in a rank-2 excitatory-inhibitory (EI) network. These settings are
somewhat restrictive, as the cross-connection matrices do not have their
own set of decoders. We defer the analysis of the general case to section 3.
All of the encoding weights are assumed to be positive, while the decoders
follow previously specified sign constraints, D? <0and Df > 0, ensuring
Dale’s law.

Given the above assumptions, we define two latent variable readouts,

Nl

y = Z D?rlj, (2.33)
j=1
NE

yE = Z DI;YJE’ (2.34)

j=1
which allows us to integrate the differential equations and obtain

V! = Flx + EEyF + EMy < T), (2.35)
VE = BEx o EFRyF 1 EFy! < TF, (236

We see that even in this more complicated network, each neuron can once
more be interpreted as a bound in input-output space. The key difference
is that we now have a rank-2 network, and the input-output space has be-
come three-dimensional, given by (x, y£, y') € R3. Asa consequence, neural
thresholds have become planes instead of lines. Furthermore, we now have
two distinct sets of spike-threshold boundaries, corresponding to the two
populations.

The spiking dynamics of the network can again be understood by focus-
ing on the space of latent variables, which is now two-dimensional. Tak-
ing the derivative of the readout equations, we obtain the two-dimensional
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Approximating Nonlinear Functions in Spiking Networks 817

dynamics of the latent space; compare equation 2.19:

NI

§ =~y + Y DU(Ex+ By 4 Ely ), @:37)
i=1
NE

I =~ + Y DEI(F x4 EFFyF + By~ TF). @3%)

i=1

We have already done all the work to understand these equations. In the
first equation, for instance, we can simply understand y* as a (time-varying)
external input. As a consequence, we can treat the inhibitory population
as receiving a two-dimensional input, (x,y%; see Figure 2e), so that the
derivations from section 2.2 all remain the same. Similarly, the exci-
tatory population can be treated as receiving a two-dimensional input
(x, y1). Accordingly, the inhibitory dynamics generates a stable boundary in
(x, yE, y)-space, and the excitatory dynamics generates an unstable bound-
ary in (x, y£, y')-space.

Example boundaries for the inhibitory and excitatory populations are
shown in Figures 4a and 4b, respectively. The blue boundary describes the
inhibitory population and is a negative convex function of x and yE, de-
noted by y' = — L (x, ¥¥). While we illustrate the boundary as a smooth,
continuous surface, in reality it will be piecewise linear, made up of indi-
vidual neurons’ thresholds as in Figure 2e (see appendix D). Since all de-
coders are negative, each spike of an inhibitory neuron drives the readout
into the subthreshold regime, and the state space is restricted to negative
values of y (Figure 4a). Similarly, the excitatory population is described by
the red, negative convex boundary (Figure 4b), which is a function of x and
y!, denoted y* = — fE_(x,y'). However, in this case, each excitatory spike
drives the readout into the suprathreshold regime toward positive values
of yE.

Following equation 2.20, we can also rewrite the dynamics in terms of
the boundaries only,

v =~y + D, yOI(B (v, v, 1)), (2.39)
vE = —yF + DE(x, yHI(BE(x, yF, o)), (2.40)

where the boundary functions are given by Bl(x, y&,y') = fL (x,yF) + 1!
and BE(x, yE, y!) = fE, (x,¥!) + y£, and the boundaries are retrieved by set-
ting them to zero. To visualize the dynamics of this joint system, we assume
a constant input of x =4, which means that the two boundary surfaces
reduce to 1D curves in (¥, y')-space (shown as the blue and red lines in
Figures 4a and 4b, respectively). Both 1D curves are plotted together in Fig-
ure 4c. Here, we plot the absolute value of the inhibitory readout, |y'|, as

d-ajo111B/008U/NPa W I0BIIP//:dNY WOol) papeojumod

©008U/yG899€ET/E08/S/IE/IP!

20z AeN 1.0 uo pueyoe|y euowey Aq ypd'gg910



818 W. Podlaski and C. Machens

a 1 b B C E 1
L0 L0 P

B >y 20 sy /—A*
Cliad L iad C -— O

6 subthreshold

Inhibitory
latent var., y”
Excitatory
latent var., y

Inhibitory activity, |y |

0
/ 2 0 o 0 4
npUt, > Exc\\a\o Y B /npr, N 2 \“h-\b\\o\’\l [

., Y
\atent V@ \atent var., Y

suprathreshold
T T
0 2 4

Excitatory activity, y©

=)
1

IS
1

Inhibitory activity, |y |

n

1

m
° &;

IS
Inhibitory activity, [y |
n

o
o
‘|
o

—— spiking sim.
boundary RE
intersection

T 1
2 4 0 3 6 0 2 4

o

Excitatory activity, y ¥ Time (7) Excitatory activity, y

Figure 4: The inhibitory boundary can stabilize the excitatory boundary. (a) The
inhibitory population, with latent readout yI , forms a negative convex, attract-
ing boundary in (x, y¥) space. (b) The excitatory population, with latent readout
yE, forms a negative convex, repellent boundary in (x, y') space. (c) For fixed
x (blue and red lines in panels a and b, respectively, for x = 4), the inhibitory
and excitatory boundaries can be viewed in (yf, |y'|) activity space, and de-
lineate four distinct regions of the state space: E and I subthreshold (gray), E
suprathreshold and I subthreshold (red), E subthreshold and I suprathreshold
(blue), and both E and I suprathreshold (purple). (d, e) Single-neuron E and I
boundaries with spiking simulation dynamics (black trajectory in panel d; blue
and red solid lines in panel e (simulation)) around the boundary crossing (black
dot in panel d; blue and red dashed lines in panel e). Dots in panel e show the
spikes fired. (f) Heterogeneous E and I boundaries, in which I (respectively, E)
neurons (faded blue and red lines) form a piecewise-linear approximation to the
idealized convex boundaries (opaque blue and red lines). Dynamics are shown
in black, oscillating around the boundary crossing (black dot).

it is comparable to the summed population activity (especially if decoders
are constant, D!(x, y£) = const), and thereby relates to typical ways of look-
ing at EI networks (Wilson & Cowan, 1972; Dayan & Abbott, 2005; Gerstner
etal., 2014).

We see that the two boundaries intersect (see Figure 4c), and we can
distinguish four regions of the state-space around this intersection. If both
populations are below threshold, the population activities will simply leak
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Approximating Nonlinear Functions in Spiking Networks 819

toward zero (gray area in Figure 4c). If one population is suprathresh-
old and the other subthreshold (red or blue areas in Figure 4c), then
the suprathreshold population activity increases rapidly (through spiking)
while the subthreshold activity decreases slowly (through the leak). If both
populations are suprathreshold, both activities increase rapidly (purple ar-
eas in Figure 4c). In order to eliminate any ambiguities in the suprathreshold
regime and to promote stability, we will prescribe that inhibitory neurons
always fire before excitatory neurons when both are above threshold. This
somewhat ad hoc rule implies that inhibition generally has faster dynamics
than excitation and will be relaxed later in section 4.

The latent dynamics of the EI system in Figure 4c will tend to gravitate
around the point at which the two boundaries cross. The dynamics resemble
a stable limit cycle that, in the limit as the decoders become smaller and
smaller, effectively becomes a stable fixed point for certain requirements of
the two boundaries. Intuitively, we can understand the stability of the EI
system by considering the slopes of the two boundaries in (y, |y'|)-space
(see Figure 4d). Under the rule that inhibitory neurons always fire before
excitatory neurons, local stability requires the inhibitory boundary to have a
steeper slope, such that it is able to push the dynamics into the subthreshold
area when the readouts are above the crossing point. For instance, if the
network is composed of one inhibitory neuron and one excitatory neuron
(see Figure 4d), this slope condition can be succinctly expressed through the
encoding weights as

IE EE
El El

Eiil > ?F, (2.41)

where both neurons have been labeled with index i = 1. This inequality is
analogous to the condition on the determinant in a two-dimensional linear
stability analysis (Izhikevich, 2007). A more formal treatment of stability can
be done after relating the spiking dynamics to those of a rate network (see
section 4; Dayan & Abbott, 2005; Izhikevich, 2007). We also note that other
stable dynamical regimes may be present in the more general case, such as
networks in which the excitatory or both populations are silent. As before,
we consider these to be degenerate and do not discuss them here.

To illustrate the stable EI dynamics, we simulate the two-neuron sys-
tem in Figures 4d and 4e. Here, we have a single excitatory and a single
inhibitory neuron. When the two outputs y' and y* leak toward zero, both
neurons experience a decrease in recurrent inhibition and recurrent excita-
tion, resulting in an overall depolarization of both neurons. The excitatory
neuron fires first, and the output y£ moves to the right. At this point, both
neurons experience an excitatory postsynaptic current. The inhibitory neu-
ron then crosses threshold and, according to our rule above, fires before
the excitatory neuron can fire another spike. The inhibitory spike inhibits
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820 W. Podlaski and C. Machens

the excitatory neuron and moves the output (4, |y!|) into the subthreshold
set of both neurons. At this point, the dynamics repeat. While globally sta-
ble, the local dynamics of the limit cycle and repeatability of the spiking
pattern not only depend on the shapes of the boundaries, but also the de-
coding weights (see appendix D). Principally the same pattern is observed
when we consider a network with several neurons in each population (see
Figure 4f). In the deterministic regime that we consider in this section, this
oscillatory pattern only encompasses the two neurons that make up the
crossing point for the given input x (and local stability can still be assessed
with equation 2.41), but the latent dynamics are reflected in all neurons’
voltages (not shown).

We note that in the general case, with multiple neurons per population,
the E and I boundaries can in principle cross multiple times, leading to more
interesting dynamics such as bistability (not shown, but see section 5).

2.7 The Rank-2 EI Network Can Approximate Arbitrary, Nonlinear
Input-Output Functions. As shown above, provided that stability condi-
tions are satisfied, the dynamics of the rank-2 EI network will converge
toward an oscillation around the crossing point of the two boundaries.
Crucially, this crossing point depends on the input x. If we add this third
dimension back to the picture, we see that the crossing point between the
two populations can vary if different neurons form the boundary at differ-
ent values of x (see Figure 5a). It turns out that such an approach can yield
a rich set of possible input-output functions. Indeed, while the above equa-
tions cannot generally be solved for ! or £, we can show that each latent
variable on its own can, in principle, be any function of the input x.

We assume that the inhibitory population boundary has the form

v =—fl (") = —px) — ay, (2.42)

where p(x) is some convex function and a is a positive constant. Then we
assume the excitatory population boundary has the form

v' = —fox (Y = —q(0) = ¥, (2.43)

where g(x) is also a convex function. We note that the stability condition,
equation 2.41, requires a > 1, which ensures that the inhibitory boundary
has a larger slope than the excitatory boundary, and we will use a = 2 here.
Given that the input-output function will be described by the crossing of
the two boundaries, we can rewrite the excitatory latent variable as

yE

—q(x)—y' (2.44)
—q(x) + p(x) + 2yF. (2.45)

d-ajo111B/008U/NPa W I0BIIP//:dNY WOol) papeojumod

B 008U/G899€Z/€08/S/9E/4P

20z AeN 1.0 uo pueyoe|y euowey Aq ypd'gg910



Approximating Nonlinear Functions in Spiking Networks 821

V]

Cc

o
“ n
;\' ‘\“‘1
X n n‘n‘m
s .“‘l‘\"\‘,“;‘l‘.\‘\a\m,| %
gL ‘l
}“.‘““
i

20

Inhib. activity, |y?|
Inhib. activity, |37 |

Desired &
output
1
Input, =
1) >
| 1
o
%,
©

20z keI 10 UO pueyole|\ euowey Aq Jpd-gg9L 0 & 008U/pG8I9EZ/E08/G/9E/IP-0101LIE/008U/NPS NLIIoB.IP//:dNY WOl PapEojuMOd

T
— < s—
o o [
B o / [ [ T R——
= [} - s
— T T = 0 T T T T 1
- Bm 104 20 <
5 / > -yl boundary ) E
= - > [y"| sim. // =
T T T = W N 1 S
B 57 0 =
. S AT N B Wy 5
o ’ ) 22 ©
& S e == - B :
4 | S - L] yE boundary’ o
o < e it sim. <
I r - Sowoo T T o 0 <
0 5 10 0 4 8 12 16 20
Input, Time ()

Figure 5: Nonlinear function approximation in the rank-2 EI network. (a) Each
of three input levels (illustrated for x = 0, 5, and 10) results in a different in-
tersection of the excitatory (red lines) and inhibitory (blue lines) population
boundaries, thereby modulating the latent outputs of the network. Note that
as x changes, the pair of E and I neurons that form the boundary intersection
may change (not shown, but see panel c). The red (or, respectively, blue) shading
represents the area for which the excitatory (respectively, inhibitory) boundary
is above the other with respect to [y'|, highlighting the changing boundary in-
tersection as a function of x. (b) A desired saw-like output function (top) can be
decomposed into the difference of two convex functions g(x) and p(x) (middle),
such that the excitatory latent variable approximates the function (red curve,
bottom). (c) Visualization of a network of excitatory (NE = 3 red planes) and in-
hibitory (N! = 3 blue planes) neurons that approximates the saw-like function
following panel b. Note that the spiking dynamics (black faded line; see panel
d) follows the boundary intersection as x increases. (d) Simulating the spiking
network from panel ¢ for an input x from 0 to 10 (top) confirms that the exci-
tatory (red) and inhibitory (blue) readouts follow the boundaries (bottom). The
spike trains demonstrate how different pairs of E and I neurons code for the
boundary at different values of x (middle).
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Finally, rearranging terms, we obtain

vE = q(x) - p(x), (2.46)

which is the difference of two convex functions. Instead solving for !, we
get

y' = p(x) — 2q(x), (2.47)

which is again the difference of two convex functions. Since any contin-
uous function with a bounded second derivative can be expressed as the
difference of two convex functions (Yuille & Rangarajan, 2003), the input-
output function of the rank-2 E-I network is fully general (see appendix E
for more details). Accordingly, the limitations to computations imposed by
the boundaries of the separate populations disappear once excitatory and
inhibitory populations are coupled. Furthermore the interpretation of the
input-output transformation as computing a difference of two convex func-
tions puts forth an intriguing computational hypothesis for the function of
Dale’s law (see section 5).

A toy example of function approximation is shown in Figures 5b to 5d,
in which a nonconvex, saw-like function is approximated by the excitatory
latent readout of a small network with Nt = 3 and N! = 3 neurons. Such a
network computation is intuitively straightforward to visualize and to con-
struct (see appendix E). Following the notation above, we can simply design
piecewise-linear convex functions p(x) and q(x) such that their difference
approximates (or equals, in this case) the desired function (see Figure 5b).
We note that more continuous functions can be approximated with more
neurons, and similar nonconvex approximations can also be done with the
inhibitory readout (not shown).

While the above derivation was done for a one-dimensional input x, it
also holds for M-dimensional inputs, so that the rank-2 EI network can
approximate arbitrary mappings from RM to R. For simplicity, we limit our-
selves here to rank-2 networks and 1D outputs, which also results in stereo-
typical, nonoverlapping spike trains (see Figure 5d). We contend that this
is largely due to the simplicity of the 1D task, which should be remedied
when considering higher-rank networks (see section 5).

3 Synaptic Connections Can Suppress or Amplify Noise

Thus far, we have studied deterministic networks, and we have limited our-
selves to rank-2 EI networks in which both populations share the same de-
coders (see equations 2.29 to 2.32; that is, excitatory neurons see the same
inhibitory latent variable y' as the inhibitory neurons themselves (and the
same for the excitatory latent, y£). Here, we will show how relaxing this
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Approximating Nonlinear Functions in Spiking Networks 823

constraint and adding small amounts of noise to each neuron leads to net-
works that can control or amplify input-independent noise.

3.1 Noise Makes Boundaries Jitter. To study the addition of noise, we
begin by returning to the single, inhibitory population. Concretely, we as-
sume that all neurons are subject to small, independent white noise cur-
rents, n;(t), which we add to the differential equation, equation 2.1, of each
neuron. This white noise will be filtered through the leaky integration of
the membrane, so that the integrated voltage, equation 2.8, becomes

Vi=Fx+Ey+hxnt) < T, (3.1)

where h(-) describes a one-sided exponential kernel and * denotes a con-
volution. Following Calaim et al. (2022), we move the noise term onto the
threshold,

Fx+Ey < T, —hx*n(t), (3.2)

and reinterpret this equation geometrically. From this view, the white noise
causes random shifts in the precise position (but not the orientation) of a
neuron’s boundary in input-output space (see Figure 6a). Additionally, and
again following Calaim et al. (2022), we now consider neurons to have an
additional self reset, following equation 2.26. This acts as a soft refractory
period and can be modeled as an additional threshold term,

Ex+Ey < T, —hxn(t)+ uri(t), 3.3)

which increases the neuron’s threshold after spiking (recall that r;(t) is the
filtered spike train; see equation 2.4). This can be considered as another
mechanism that causes temporary shifts in the threshold of each neuron.
In this case, the threshold will jump away from the population boundary
by a fixed value after spiking and exponentially decay back to its original
location. At the network level, due to both of these effects, we can thus see
that the boundaries of all neurons will jitter around their default positions,
as illustrated for two noise snapshots in Figure 6a, resulting in a noisy pop-
ulation boundary.

3.2 A Jittery Boundary Causes Irregular Spiking. The key conse-
quence of the jittery boundary is that more than one neuron can fire for
a given input x. In the fully deterministic, inhibitory network, we saw that
only one neuron becomes active for any given input x (compare Figure 2d).
However, once we add noise to the network, we observe instead that several
neurons may become active for any input value x, even though the latent
variable is still faithfully represented (Figures 6b and 6c).
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Figure 6: Noise causes jittery boundaries and irregular firing in the inhibitory
population. (a) Current noise makes individual neural threshold boundaries
(faded colored lines) jitter up and down independently, resulting in a fluctuat-
ing population boundary (opaque multicolored line) around the default bound-
ary function (gray dotted line). Two different realizations of noise are shown
(top and bottom) and illustrate that each input value may be coded by a dif-
ferent neuron at different times. (b) Input x (light gray) and latent readout y
(dark gray) for a spiking simulation of a network with N = 50 neurons, with a
small amount of independent current noise added. Default boundary is shown
in dashed black (compare with panel a, dotted gray). (c) Spike trains for the
simulation in panel b; note that several neurons become active for any given
input x. (d, e) Voltages of two example neurons (highlighted in panel c for trial
1) for two trials from the network in panels b and c. Note that the spike trains
are variable despite the high precision of the output y.

Geometrically, the individual thresholds start fluctuating around their
default position, and if a subset of neural thresholds is close to each other,
then the noise and self-reset can push any of these thresholds to the front.
As a consequence, neurons within this subset take turns in enforcing the
boundary for any particular input value x. When the output y decays to-
ward the boundary, it reaches the threshold of the neuron that just happens
to be more sensitive at that time point.

This type of redundancy can lead to neurons firing in a seemingly ran-
dom fashion, simply because the latent variable y can reach one of several
thresholds, depending on the noise in the system. Figures 6d and 6e show
two trials of the inhibitory network. Just as in previous SCN work (Boerlin
et al., 2013; Deneve & Machens, 2016; Calaim et al., 2022), we see that the
spike trains change from trial to trial. Firing patterns become more irregular
if either the number of neurons in the network or the amplitude of the in-
jected noise increases, until they become close to Poisson. However, even in
this limit, the amount of injected noise needed is relatively small compared
to the synaptic inputs, and so the spiking irregularity does not simply re-
flect large amounts of external noise (see appendix F). Strictly speaking, the
input-output function for such a network is no longer deterministic, but

d-ajo111B/008U/NPa W I0BIIP//:dNY WOol) papeojumod

B 008U/G899€Z/€08/S/9E/4P

20z AeN 1.0 uo pueyoe|y euowey Aq ypd'gg910



Approximating Nonlinear Functions in Spiking Networks 825

should rather be described by a distribution p(y|x), with a mean that is pre-
scribed by a convex function from x to y.

3.3 Irregular Firing Amplifies Noise in the Decoder Nullspace. The
irregularity or noisiness of the individual spike trains of the network has
important consequences for decoding. To visualize these consequences,
we shift from the low-dimensional latent space back to the N-dimensional
space spanned by the filtered spike trains or firing rates of the neurons,
r=(r1,72,...,7N). We first observe that each neuron’s threshold also de-
scribes a hyperplane in firing rate space. When the voltage reaches the
threshold, the terms of the neuron’s voltage equation (equation 3.3) can be
rewritten and solved for y as

N
T; — h*n(t) + pri(t) — Fix
y=) Djrj=

o , (3.4)

j=1

which defines a hyperplane with normal vector D = (Dy, ..., Dy) and off-
set as defined by the right-hand side. The hyperplanes of different neurons
have the same orientation, but different offsets. Two of these hyperplanes
are shown in Figure 7a for a two-neuron network.

The dynamics of the network can similarly be understood in this space.
The firing rate vector, r, will leak toward zero in the absence of spiking (com-
pare equation 2.4). When it hits one of the thresholds, the respective neu-
ron, say, neuron k, fires, and updates the kth firing rate. In the absence of
noise, the firing rate vector will always hit the same neuron (see Figure 7a),
eventually reaching a fixed point (see Figures 7b and 7c). However, when
the neurons’ voltages are contaminated by noise, the thresholds randomly
move around their default positions, and other neurons can eventually be
the ones that fire (see Figure 7d). As a consequence, the firing rate vector
starts to diffuse along the surfaces spanned by the neural thresholds (see
Figure 7e).

As a consequence of equation 3.4 the latent readout y is exactly orthogo-
nal to this random diffusion along the threshold boundaries and is therefore
largely unaffected by it (see Figures 7b, 7e, and 7f). However, if we project
the neural activities onto a readout positioned in the orthogonal subspace,
then we can see the large fluctuations from the random diffusion, which is
caused by the random, irregular spiking or the neurons (see Figure 7f, gray
curve). Accordingly, the recurrent connectivity of the network ensures that
the latent readout remains relatively independent of the noise generated by
irregular activity, which will only appear in orthogonal directions. This re-
sult is similar to previous findings (Boerlin et al., 2013; Landau & Sompolin-
sky, 2021; DePasquale et al., 2023) and may also relate to the controllability
of network dynamics (Kao & Hennequin, 2019).
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Figure 7: Irregular firing amplifies noise in the decoder nullspace in the in-
hibitory population. (a) In the rank-1 inhibitory network, all neural thresholds
are parallel in firing rate space (shown for two example neurons with rates r;,
dark blue, and r,, green). For a deterministic network, only one of the neurons
will fire (blue, r1, dynamics in black), eventually reaching a fixed point (shown
in panel b). (b) The latent readout subspace (light blue) is orthogonal to the
thresholds. The gray dotted line shows the subspace orthogonal to the readout
(latent nullspace). (c) Simulation of the steady-state spiking dynamics of the
deterministic, two-neuron network from panels a and b. Both latent readout
and activity projected into the orthogonal subspace are noise-free. (d) For a net-
work contaminated by noise, the neural thresholds fluctuate in firing rate space.
As a consequence, both the green and blue neuron participate in the dynamics
(black). (e) With both neurons taking random turns in firing, the dynamics dif-
fuse along the orthogonal subspace. (f) For the network with noise, the readout
is no longer deterministic, but the noise is relatively small. In comparison, ac-
tivity projected into the orthogonal subspace fluctuates wildly.

3.4 The Rank-2 EI Network is Inhibition-Stabilized and Balanced. We
now return to the coupled excitatory-inhibitory network, where we have
one latent variable for the excitatory and one for the inhibitory popula-
tion, y£ and 1/, respectively. We first consider a noisy version of the simple
two-neuron setup from Figure 4d, replacing each neuron by a population
with NE =50 and N! = 50 identical neurons, and adding a small amount
of voltage noise (and self-reset) to each neuron, following equation 3.3. The
boundary crossing in latent space remains unchanged (see Figure 8a), but
is composed of two homogeneous populations. We then add one additional
excitatory neuron (labeled E,; see Figure 8a) with a different boundary;
this neuron does not contribute to coding but is illustrative of how bound-
aries geometrically relate to voltage, as we discuss below. Finally, to illus-
trate the inhibitory stabilization of the network, we consider the effect of a
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Figure 8: Irregular firing, balance, and noise control in the rank-2 EI network.
(a) Population boundaries for a homogeneous population of Nf = 50 excita-
tory (E, red) and N! = 50 inhibitory (I, blue) neurons with fully aligned cross-
connections and stable spiking dynamics at the boundary crossing (black); one
additional inactive excitatory neuron with different parameters is shown (E,,
pink). (b) When all inhibitory neurons are stimulated, the original boundary
(dashed blue) moves upward (solid blue), and the fixed point is shifted down
(spiking simulation in black). (c) Latent readouts (top) and spike rasters (bot-
tom) of the network over time; the inhibitory population is stimulated at t = 10,
which shifts the boundary intersection (dashed lines) and the spiking dynam-
ics (solid faded lines). (d) Balanced inputs (top) and voltage (bottom, red) for
an example excitatory neuron from the homogeneous population (red); the ad-
ditional excitatory neuron (E,, pink) is hyperpolarized. (e) Illustration of how
mistuned decoders can amplify noise, shown in (rF, ) firing rate space (com-
pare with Figure 7); spiking dynamics (faded gray) cause fluctuations in the
nullspace of DFE (dotted red), which will be correlated with the latent readout
D'E (solid pink). (f) Average mean squared error (MSE) between true boundary
and spiking simulation as a function of mistuning (angle between decoders;
shading indicates standard deviation). (g) Example simulation for misaligned
decoders (indicated by the star in panel f), resulting in noisy fluctuations.

positive current stimulation to all neurons of the inhibitory population, a
protocol that typically results in a paradoxical effect in inhibition-stabilized
networks (Sadeh & Clopath, 2021). Such a stimulation shifts the inhibitory
boundary upward and should result in a new steady state of the latent
variable activity in which both populations have reduced activity (see
Figure 8b).
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828 W. Podlaski and C. Machens

We simulate this larger, noisier network, applying the perturbation to
the inhibitory population for the second half of the simulation time (see
Figure 8c). We observe stable coding of the two latent variable readouts as
predicted by the boundary crossing, with asynchronous irregular spiking
activity. Furthermore, the stimulation of the inhibitory population causes
a decrease in the activity of both populations, confirming the network as
inhibition-stabilized. We note again that this relies on our assumption that
the inhibitory population is faster than the excitatory population (see sec-
tions 4 and 5). Next, by separating the positive and negative contributions
to the voltage, we see that the synaptic inputs are roughly balanced, such
that neurons in the network fire irregularly due to positive input fluctua-
tions (see Figure 8d).

Finally, we note that the additional excitatory neuron, E,, does not fire
any spikes; its voltage remains hyperpolarized (see Figure 8d, bottom), with
the relative amount of hyperpolarization being roughly proportional to the
distance between its threshold and the current latent dynamics (see Fig-
ures 8a and 8b). We thus see that neurons in the network will generally be
in one of two dynamic states: they will either be contributing to coding by
firing spikes, in which case their voltages will be balanced, or they will be
silent with hyperpolarized voltages (see section 5).

3.5 Mistuned Cross-Connections Amplify Noise Due to Irregular Fir-
ing. We now finally consider the general case of the El network where each
population utilizes independent decoders to read out the latent variables.
That is, in contrast to the previous shared decoder case in equations 2.30
and 2.31 we now define the cross-connections as

IE __ rIEnNIE
Wi = E[* D}, (3.5)
WEI — EEIDE! (3.6)

where Df and DY are potentially distinct from the self-decoders D% and
D?, respectively. With this redefinition of equations 2.30 and 2.31, we are
now looking at a rank-4 EI network, in which all cross- and self-connections
can be arbitrary (sign-constrained) rank-1 matrices. The cross-connection
matrices can now be “misaligned,” and so they will generally read out a
mixture between each population’s own latent readouts, y* and 1!, and the
orthogonal subspace discussed above (see Figure 8e). To formalize these
cross-connection readouts, we introduce two new latent variables,

NE
yE = Y DIEE, (3.7)
j=1

NI
yEI = ZD?r?. (3.8)
j=1
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Approximating Nonlinear Functions in Spiking Networks 829

These misaligned readouts can be explicitly split into a part that aligns with
the self-decoders and a part that captures noise from the null space. For
example, let us focus on the excitatory readout of the inhibitory population.
Writing DX = (DX, ..., DY) for the vector of decoders for all four cases, X €
{E, EI, IE, I}, and assuming for simplicity that the four decoding vectors are
normalized, (DX)TDX = 1, we obtain

yIE _ (DIE)TI.E (39)
— (D'E)T (DE(DE)T +1-DE (DE)T)rE (3.10)
= (D) DF ¥ + DE' (1 - DF(DF)T)ef (3.11)
= ayt + (D'F — aDF)"rE. (3.12)

Here, the first term captures a decreased readout of the correct excitatory
latent, yf, since « = (D) TDF < 1, and the equality sign applies only when
D't = DE. In turn, the second term captures the random fluctuations from
the orthogonal subspace. As the decoders D£ and DF become less and less
aligned, o decreases, and the relative power of signal and noise shifts to-
ward noise (see Figures 8f and 8g; see also Landau & Sompolinsky, 2021).
The respective networks will thereby amplify noise and contaminate the
signal. When the two readouts become orthogonal, « = 0, the inhibitory
population receives only noise and no longer any signal, 4. In this extreme
case, the stability will be compromised (not shown).

4 Rate Networks Can Approximate Spiking Networks in the Latent
Space

Up to now we have studied an idealized spiking network model that
ignores several basic properties of real neurons. Most notably, we have as-
sumed that synaptic input currents are instantaneous; they arrive immedi-
ately and are infinitely short, and we have imposed that inhibitory neurons
fire before excitatory neurons. As we will see, relaxing these assumptions
will influence how sharp the boundary is and how accurately the input is
mapped onto the output. In doing so, we arrive at a relationship between
spiking dynamics and the smoothed, trial-averaged firing rate dynamics
that are typically studied in rate networks.

4.1 Slower Synapses Generate a Finite Boundary. First, we examine
how the boundary is affected when we change our assumptions about
postsynaptic currents. For simplicity, we first return to a single, rank-1 in-
hibitory population. Previously, we demonstrated that the dynamics of y are
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830 W. Podlaski and C. Machens

characterized by the combination of a leak and an infinitely steep boundary
(compare equation 2.19 but assuming a one-dimensional input),

N
y=-y+ > DiI(Fx+Ey—T). (4.1)

i=1

For a fixed input x, we illustrate this infinitely steep boundary in Figure 9a,
where we plot y versus dy/dt (consider this as a vertical slice through Fig-
ures 2a to 2c). The dynamics at the boundary are oscillatory, with leak
dynamics, followed by instantaneous spiking (see Figure 2d). The latent
readout (see equation 2.14) can also be expressed in terms of the respective

spike times, tl.f ,
N
y=—y+ > > Dt —t)), 4.2)
i=1 f

where tif is the fth spike fired by the ith neuron. Here, the delta function
models the effect of a spike on the latent variable. Biophysically, the latent
variable y is linearly related to the voltage (see equation 2.10) and so the
delta function corresponds to an infinitely short, postsynaptic current.

In reality, of course, the postsynaptic current generated by a spike will
last for a finite amount of time. We can explicitly include these synaptic dy-
namics by replacing the delta function in equation 4.2 with a model of finite
synaptic dynamics, such as exponential decay or a square pulse (Gerstner
et al.,, 2014). Taking the square pulse as an example, we write its synaptic
dynamics as

alt) = TlH(t)H(rs — ), 4.3)

S

where the synaptic time constant ; is given in units of the membrane time
constant, since T =1 in our case. Equation 4.3 scales «(t) with 1/7;, such
that it always integrates to one and recovers the Dirac delta in the limit as
7, — 0. Repeating the derivations in sections 2.1 and 2.2, the latent dynam-
ics becomes (compare equation 2.14)

N
J=—y+3. Y Dt —t) (4.4)
=1 f

N
=-y+ Z D,‘S,‘(t), (45)
i=1
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Figure 9: From hard to soft boundaries in the inhibitory population. (a) Plot of
latent y versus its derivative dy/dt for a synaptic delta current (analogous to a
vertical slice through Figures 2a and 2c). The threshold of the neuron sitting at
Y = Yo = —2 causes an infinitely steep boundary and divides the subthreshold
(white) from suprathreshold (blue) areas. (b) Introduction of finite-time, square
pulse synaptic dynamics, with time constant 7, (shown for three values of t:
in black, gray, and silver) results in oscillatory dynamics in (y, sx)-space, with
jumps in s; of size 1/7,. Arrows indicate equally spaced time intervals. (c) The
time-averaged dynamics of y, denoted 7, can be qualitatively approximated by
assuming fixed synaptic input of amplitude 1/z; when the boundary is crossed
(at 7 = ¥o), resulting in s;(77) as a scaled Heaviside function. (d) The resulting
plot of the average latent i versus its derivative for the approximation to the
square pulse synapse, si(i7), from panel ¢, where the jump in the derivative is
a negative Heaviside function scaled by Dy/7.. (e) Averaging the spiking dy-
namics for a noisy threshold boundary from panel d (gray, simulation) results
in a soft boundary well approximated by a sigmoid plus leak (blue). Trials were
simulated with random initial conditions for y. (f) The soft boundary equivalent
to the hard inhibitory network boundary from Figures 2b to 2d and Figure 6, in
which neurons are arranged along a quadratic function.

where in the last step we redefined the “spike train,” s;(t), which should
now primarily be interpreted as a synaptic current input, consisting of a
sum of postsynaptic currents.

We now consider a section of the boundary formed by one neuron, say,
neuron k, and visualize the dynamics in (y, sx)-space for the square pulse
synapse model (see Figure 9b; shown for three values of r,—black, gray, and
silver). The system relaxes into a steady-state oscillation at the boundary.
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832 W. Podlaski and C. Machens

However, the presence of the synaptic current, s;, complicates the dynami-
cal picture by adding another dimension, so that each neuron now depends
on two dynamical variables.

To simplify the dynamics, we will aim to qualitatively describe an ap-
proximation of y, which we will denote as ¥, by replacing the temporal dy-
namics in si(t) with a simple static function 5;(77). We will take advantage
of the fact that the square pulse synapse model only takes on one of two
discrete values. Qualitatively, we see that s, sits at zero until the boundary
is reached, when it jumps up to a nonzero value momentarily, sy — 1/7,
at which point y moves negatively back into the subthreshold area, until
s, jumps back to zero. The timescale t, affects the size of the jump in s, as
well as the size of the change in y. This change in y is bounded by Dy (if
7, — 0), but gets smaller and slower as t; increases. In order to replace this
oscillatory dynamics by an effective time-averaged dynamics, we assume
a functional form of 3; as a scaled Heaviside function: it jumps up by 1/,
whenever the boundary is crossed and jumps down to zero when y moves
back into the subthreshold set (see Figure 9c; three values of 7, shown, cor-
responding to Figure 9b). As a consequence, we can approximate each neu-
ron’s s; as

1/t ifFx+Efj—T >0
S_l(y_) — / S 1 . ly 1 (4.6)
0 otherwise.

This approximation allows us to effectively remove the history dependence
of the synapses. Back at the level of the latent variable dynamics, we can
now write

N
§=-7+) Dis(@),
i=1

N
=7+ %H(Fix +Ejy—T). 4.7)
i=1 °

We have thereby replaced the previously oscillatory dynamics at the bound-
ary with a single fixed point, given when the boundary is reached (strictly
speaking, the fixed point of the average dynamics does depend slightly on
the timescale 7, and will be different from the original iy, but we have here
ignored this effect for simplicity).

As illustrated in Figure 9d, the infinitely steep boundary has become a
finite-sized boundary. We can also see that the size of this boundary grows
with the size of the decoder, Dy, and is inversely related to the timescale of
the synaptic dynamics, 7;. Moreover, when we add a second, identical neu-
ron to the picture, both neurons will fire two spikes per oscillation cycle,
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Approximating Nonlinear Functions in Spiking Networks 833

so that the effective size of the boundary doubles (not shown). More gen-
erally, the size of the boundary therefore scales linearly with the number of
neurons at the boundary as long as their thresholds are sufficiently closely
spaced.

4.2 Noise Causes a Soft Boundary. Let us next see how the boundary
is affected when we add noise to the system. In section 3, we saw that the
main effect of voltage or current noise was to randomly move the thresholds
of the neurons. Similar effects can be obtained when synaptic weights or
voltage resets slightly deviate from their idealized set points (Calaim et al.,
2022).

In Figure 9e, we simulated a neuron with normally distributed threshold
noise added, and plot the trial-averaged output against the trial-averaged
derivative. With a slight abuse of notation, we refer to this trial-averaged
latent output as 77 as well. We see that the main effect of the noise is to
soften the boundary. Mathematically, the reason for this softening is that
a Heaviside function with input subject to gaussian noise takes the shape
of the sigmoidal error function (erf). Due to its common use in rate networks
and qualitative similarity to the error function, we choose to use the logistic
function,

1

_ 4
14 e’ “8)

op(u)

where the parameter g determines the steepness and is inversely propor-
tional to the noise. For  — oo, we recover the deterministic Heaviside
function. Apart from the parameters mentioned before—strength of the de-
coding weights, the inverse of the synaptic timescale, number of neurons
around the boundary—the steepness of the boundary therefore also de-
pends inversely on the level of the noise. When we now put this picture
back into the full input-output, (x-y)-space as before, we can visualize the
same network boundary as in Figures 2b to 2d and Figure 6, but now for
the soft case, which is shown in Figure 9f.

We thus have the following dynamics for the trial-averaged activity of a
network with finite synaptic dynamics,

S

N D,
j=-g+) —op(Fix+Ey—T). (4.9)
i=1

This equation therefore describes the boundary by a single stable fixed point
with locally asymmetric dynamics: fast attraction due to a steep boundary
on one side and shallow attraction due to the leak on the other side (see
Figure 9e). The slower the synapses and the larger the noise, the less strong
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Figure 10: The inhibitory network with slow synapses. (a—c) The network of
N = 50 neurons from Figure 6 with slow synapses (square pulse; 7, = 0.57)
yields stable coding (a) and irregular firing (b,c). (d—f) A rate version of the net-
work also has stable coding (d) and has single-unit rate activities (e) that repro-
duce the trial-averaged activity of the spiking network (f; gaussian-smoothed
spikes for 100 trials of the system in panels a to c).

this asymmetry becomes, until the notion of a boundary ceases to be useful
in describing the system dynamics.

To illustrate this softer boundary at the population level, we simulated
the network from Figure 9f with the same setup from Figure 6, but now with
finite square-pulse synaptic dynamics (r; = 0.57, see Figures 10a to 10c). We
see that in this case, the latent readout still closely follows the threshold
boundary (see Figure 10a), and the irregular firing and trial-to-trial vari-
ability are still retained (see Figures 10b and 10c). This demonstrates that
the finite, soft boundary can still be geometrically visualized in the same
way as the idealistic, infinite boundary from before and that fragility issues
previously associated with spike-coding networks (Chalk et al., 2016; Rul-
lan Buxo6 & Pillow, 2020; Calaim et al., 2022) can be alleviated in this regime.

4.3 The Latent Variables of Spiking and Rate Networks Are Equiv-
alent. The dynamics of the trial-averaged latents has a simple relation to
classical firing rate networks. Let us use the notation r¢; to denote the ac-
tivation of a unit i of a firing rate network. Assuming a one-dimensional
input x, the equation for an all-inhibitory rate network can be written as

PEi = —T5; +0p (Hx + Y Wirej — T,-), (4.10)
j
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Approximating Nonlinear Functions in Spiking Networks 835

where o4(-) is the sigmoidal activation function of each neuron, equa-
tion 4.8, and the threshold term T; simply serves as a constant negative off-
set. Setting the inhibitory connection matrix to be rank-1, W;; = E;D;, with
D; <0, and defining the readout as yr = Tls > i Dirgi, we can compute the
derivative of yr to obtain

N
. D;
Yr = —Yr+ Z — 9 (Fx + Eiye — T). (4.11)

i=1 °

We note that this equation is identical to equations 4.12 and 4.13 if we iden-
tify the readout yr with the trial-averaged readout 7 from the spiking net-
work. Indeed, when we simulate this firing-rate version of the network, we
see that it tracks the boundary well, and the firing rates of the individual
neurons closely match the trial-averaged rates of the spiking network (see
Figures 10d to 10f)).

Formally, we have therefore shown that the dynamics of the latent vari-
ables of a rank-1 (inhibitory) firing rate network are equivalent to the
trial-averaged dynamics of a rank-1 (inhibitory) spiking network, as long
as parameters are set such that the networks generate a clear boundary (see
sections 4.6 and 5).

4.4 The E-I Boundaries Become Nullclines in the Firing-Rate Limit.
We now return to the rank-2 E-I network and consider the effect of slower
synapses here. First, we adopt the arguments made above for the stable
inhibitory boundary and apply them to the unstable excitatory boundary.
We then see that the two boundaries differ by a simple sign flip in the (|71, 7)-
plot (compare (Figures 11a to 11b). Note that the output of the inhibitory
population is negative in our convention (compare Figure 9¢), and we here
plot its absolute value to allow better comparison with classical plots of E-I
networks.

When combining the two populations, we once more assume that they
share the same decoders, following equations 2.29 to 2.32. Starting from
equation 4.11, we then obtain the following equations for the trial-averaged
dynamics:

NI [
=1 _ + Z Iz FIx + EIEyE + EHyI TiI)’ (412)
E &, pE
i==9"+ —ros(Fix+ Effy" + Ef'y — TF). (4.13)

i=1

Compared to the original equation for the spiking network, equations 2.37
and 2.38, we again see that we have simply replaced the indicator function
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Figure 11: Dynamics of the rank-2 EI network with soft boundaries. (a) Sta-
ble inhibitory dynamics (solid line), composed of a sigmoidal boundary and a
leak (dashed lines). Replotted from Figure 9e, using the absolute value of the
inhibitory output, [7]. (b) Unstable excitatory dynamics, again composed of a
sigmoidal boundary and a leak. (c, d) The soft inhibitory and excitatory bound-
aries for the rank-2 EI network in 2D latent space (homogeneous populations).
Nullclines are indicated by the black curves. (e) I and E nullclines of the homo-
geneous rate-based rank-2 EI system for three different values of 8, controlling
the slope of the sigmoids. The boundaries of the spike-based system are shown
as dotted lines for comparison. (f) I and E nullclines for a heterogeneous rank-2
EI system, in which neurons are arranged along quadratic functions as in Fig-
ures 4c and 4f.

I(-) by a sigmoidal function, og(-), divided by the timescales of the synaptic
current pulses, 7/ and £, respectively.

We illustrate these soft boundaries in the two-dimensional latent space,
(17|, #), for two neurons (or two homogeneous populations) in Figures 11c
and 11d. At a height of (|di!/dt|, dy* /dt) = 0, we retrieve the nullclines of
the dynamics, as illustrated by black lines in Figures 11c and 11d. We ob-
serve that the exact shapes and positions of the nullclines depend on the
slope parameter g of the sigmoids, which approach the spiking boundaries
(see Figure 11e, dotted lines) for large B.

For heterogeneous networks, we previously approximated each popula-
tion’s boundary as lying along a smooth convex curve, similar to Figure 4f.
When we soften the boundary, its overall shape is determined by both the
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Figure 12: Function approximation in the rank-2 EI network with slow (spike-
based) synapses and rate dynamics (compare with Figure 5). (a) The example
from Figure 5 with slow synapses (tf = t/4, t/ = t/10) yields a reliable yet
noisier approximation to the boundary crossing. (b) A rate-based version of
the network with stable, reliable dynamics, and with rates that match the trial-
averaged activity of the spiking network (not shown). (c) Slowing down the
inhibitory synapses sufficiently (tf = t/4, t/ = 7/4) leads to more oscillatory
dynamics with less reliable coding.

individual neural thresholds and the overall smoothness of the sigmoidal
boundary (see Figure 11f).

We illustrate the functionality of the rank-2 EI network with finite
synapses by repeating the function approximation example from Figures 5b
and 5d. Asillustrated in Figure 12a, function approximation is made noisier
with slowed-down synapses, but it is still reliable. While we no longer ap-
ply the ad hoc rule that inhibitory neurons fire first, the inhibitory synaptic
dynamics should ideally be faster than the excitatory dynamics in order to
ensure stability (in this case, 7z = 7/4 and 17 = 7/10; see section 5).

Just as in the previous section, we can similarly derive the above equa-
tions by starting with a rank-2 firing rate network. When simulating such a
network, we see that the latent readouts smoothly follow the intersection of
the two boundaries, and rates will approximate the trial-averaged activities
of the spiking network (see Figure 12b).

4.5 Synaptic Timescales Impact the Accuracy of the Output. Beyond
making the boundary softer, the combination of mistuned network parame-
ters and realistic synaptic currents can also influence the spiking dynamics
and thereby the accuracy of the network’s input-output mapping. Recall
that the output in the original network fluctuates between the threshold
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838 W. Podlaski and C. Machens

boundary and the reset boundary (see Figure 2c). However, when synap-
tic currents are not instantaneous and the thresholds are not fixed, then the
output can sometimes cross multiple thresholds, and multiple neurons fire.
In this case, the output y does not simply bounce back to the reset bound-
ary but moves further into the subthreshold regime. This will be especially
true if the synaptic time constants are very slow, or if there are significant
delays in axonal conductance. These resulting oscillatory effects in y de-
crease the accuracy with which the input is mapped onto the output. An
example is shown in Figure 12¢, in which tf = 1! = 7/4. Such deviations
will also disrupt the efficiency of the code in terms of the number of spikes
needed to represent a particular output level (Denéve & Machens, 2016) (see
section 5).

From a computational perspective, this loss of accuracy and efficiency is
not desirable. These problems will likely be mitigated in higher-rank net-
works (Calaim et al., 2022) and thus may be less severe in scaled-up systems
(see section 5). From a biological perspective, simultaneous crossing of mul-
tiple thresholds causes synchronous firing, which may relate to oscillatory
dynamics in the brain (Chalk et al., 2016), suggesting that some residual
effects may be present in real circuits.

4.6 The Spike-Rate Equivalence Requires a Latent Boundary. We note
that the above derivations were carried out for networks that have a block-
wise rank-1 structure in which both self-connectivity and cross-connectivity
of the excitatory and inhibitory subnetworks are rank-1. However, not all
networks with this structure will permit a transition from spiking to rate
networks as described here.

First, we have assumed that the cross-connections have the same de-
coders as the self-connections of each population (compare equations 2.29
and 2.32). As explained in section 3, when the cross-connections are not
aligned, the spiking network will accumulate noise, and a match between
trial-averaged spiking networks and rate networks can no longer be guar-
anteed. This restriction on cross-connection alignment is usually not fol-
lowed in the design of firing rate networks.

Second, parameters in classical firing rate networks are usually chosen
such that individual neurons operate in the full regime of their input func-
tion, from below threshold to large firing rates and even into saturation.
The underlying reason is always that the neural activation functions serve
as the basis of an underlying function approximation scheme (compare Fig-
ures la to 1c). Apart from feedforward networks, examples include line at-
tractor networks in which neural thresholds are staggered in latent space
so that the addition of all neural activation functions precisely counters the
leak (Seung, 1996; Eliasmith & Anderson, 2003), or decision-making models
that use saturation to obtain bistability (Mastrogiuseppe & Ostojic, 2018).

In contrast, in the spiking networks here, neural thresholds are aligned
in latent space such that they join to form a boundary. As a consequence,
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Approximating Nonlinear Functions in Spiking Networks 839

each neuron touches the boundary at some point, and its activation func-
tion enforces the boundary. Indeed, parameters need to be chosen such that
the boundary is so steep as to be basically unsurmountable by the latent
variable. The boundary becomes particularly steep when the synaptic cur-
rents, t;, become sufficiently short. Apart from that constraint, the precise
shape of the activation function does not matter.

Importantly, this operating regime is crucial in order to obtain balanced
synaptic current inputs into the neurons (compare Figures 1d and 1e). In the
rate domain, our perspective bears a resemblance to other rate-based mod-
els featuring nonsaturating nonlinearities (Miller & Troyer, 2002; Hansel &
van Vreeswijk, 2002; Ahmadian et al., 2013; Rubin et al., 2015; Hennequin
et al., 2018). Indeed, we would reinterpret the respective neural activation
functions as implementing soft boundaries.

5 Discussion

In this article, we have proposed a new framework for constructing and in-
terpreting a broad class of spiking neural network models based on spike-
threshold boundaries. These boundaries come from the inherent inequality
at the core of each neuron—the voltage threshold—which triggers a spike.
Classic approaches usually seek to eliminate the threshold inequality by,
for example, filtering or averaging spike trains, and to replace it with a con-
tinuous activation function (Dayan & Abbott, 2005; Gerstner et al., 2014).
We take a different approach here. By defining a one-dimensional latent
variable readout, we show that the spike-threshold boundaries of rank-
1 networks can be visualized in input-output space, with each neuron’s
threshold forming an affine boundary. A population of neurons delineates a
convex boundary separating subthreshold from suprathreshold areas and
for an inhibitory population, this boundary creates a stable input-output
function. For an excitatory population, the boundary is instead unstable but
can then be stabilized in a coupled EI network, where the dynamics sit at
the crossing of the two boundaries. The boundary between sub- and supra-
threshold regimes thus becomes the center of spike-based computation, and
distinct from the “feature detector” perspective (see Figure 1).

The mathematics of systems with inequalities and hard boundaries has
a rich history in constrained convex and nonconvex optimization (Boyd
& Vandenberghe, 2004). Previous work on spike coding has demonstrated
how the dynamics of spiking networks can be mapped onto convex op-
timization problems such as quadratic programming (Barrett et al., 2013;
Mancoo et al., 2020), yielding stable, convex input-output transformations.
We extended this work here by showing that coupled EI networks are capa-
ble of nonconvex function approximation, with links to difference of convex
(DC) programming (Horst & Thoai, 1999; Lipp & Boyd, 2016). Similarly, pre-
vious work has linked EI networks to minimax optimization (Seung et al.,
1997; Li & Pehlevan, 2020), but with a focus more on attractor dynamics
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rather than function approximation. Overall, the analogy between spiking
thresholds and constraint boundaries offers a fruitful perspective that may
lead to new insights and algorithms that harness the power of convex op-
timization (Boyd & Vandenberghe, 2004). Moreover, such techniques have
recently caught on in deep learning in the form of deep implicit layers, of-
fering potential avenues for learning and scaling up our framework (Amos
& Kolter, 2017; Gould et al., 2021).

In the work presented here, we limited ourselves to small populations
of neurons with rank-1 connectivity. Though increasing the number of
neurons in rank-1 (or rank-2 EI) networks may enable closer and closer
approximations to arbitrary continuous 1D functions, the N — oo limit of
rank-1 networks is likely too limiting to relate to biological spiking net-
works. Furthermore, though we do not demonstrate it here, this larger-scale
limit requires the absence of noise and communication delays, in addition
to having very large synaptic input currents. Instead, to stay within a bio-
logically realistic and workable regime, scaling up the number of neurons
should coincide with scaling up the rank of the connectivity (Calaim et al.,
2022). Fortunately, many of the intuitions about spike thresholds and con-
vex boundaries transfer to the higher-dimensional input-output spaces of
arbitrary rank-K networks. Furthermore, many signatures of biological ac-
tivity regimes discussed here, such as irregular firing and balance, become
more robust in this higher-dimensional regime (Calaim et al., 2022).

The rank-1 and rank-2 spiking networks studied here can be seen as a
particular generalization of spike-coding networks (SCNs; Boerlin et al.,
2013; Deneve & Machens, 2016), with the spike-threshold boundary being
a generalization of the concept of a bounding box put forward in Calaim
et al. (2022). As we demonstrate, this generalization frees SCNs from the
constraint of linear computation without evoking dendritic or synaptic non-
linearities (Thalmeier et al., 2016; Alemi et al., 2018; Nardin et al., 2021;
Mikulasch et al., 2021). We can reinterpret the bounding box as being com-
posed of two components: local regions of the boundary are stable, with
lateral inhibition between neurons, but globally the closed nature of the box
may lead to errant positive feedback and thus fragility in the form of epilep-
tic (“ping-pong”) behavior (Chalk et al., 2016; Rullan Buxé & Pillow, 2020;
Calaim et al., 2022). Our framework eliminates this previous limitation by
separating stable and unstable boundaries into two populations in the net-
work. Despite these differences, many of the desirable biological properties
and predictions of SCNs are preserved here, including robustness to cell
death and inhibition, firing irregularity, E/I balance, and coding efficiency.
While it is out of the scope of this current study to explore these proper-
ties in detail, in future work it will be interesting to determine how the EI
nature of this model leads to unique biological predictions, especially in
higher-dimensional networks. More generally, the spike-coding framework
has been extended in various ways for other computational aims (Slijkhuis
et al., forthcoming; Masset et al., 2022), as well as to incorporate additional
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Approximating Nonlinear Functions in Spiking Networks 841

biologically plausible details or activity regimes (Schwemmer et al., 2015;
Koren & Panzeri, 2022; Safavi et al., 2023), and it will be interesting to see
how our perspective here may be integrated with these other studies. Tak-
ing into account slower synapses with delays, we are able to relate our work
to the dynamics of rate networks, similar to previous approaches (Kadmon
et al., 2020; Rullan Buxé & Pillow, 2020). However, our aim here is not to
emulate a rate-based system with spikes but rather to demonstrate the re-
lationship between hard spike boundaries and soft rate boundaries.

One major biological implication of our work is the natural distinction
between excitatory and inhibitory populations. Many previous models, in
contrast, typically start with Dale’s law as a biological constraint, then at-
tempt to achieve performance on par with an unconstrained network, and
finally reflect on the potential benefits of such a constraint for, say, stabil-
ity or robustness (Hennequin et al., 2014; Song et al., 2016; Brendel et al.,
2020; Cornford et al., 2021; Haber & Schneidman, 2022). Our framework
instead puts forth a particular computational role for Dale’s law: it is the
combination of positive feedback from the unstable excitatory boundary
with negative feedback from the stable inhibitory boundary that enables
flexible input-output mappings. This idea is reminiscent of so-called mixed-
feedback systems in control theory, which are beginning to be explored in
the neuroscience domain (Sepulchre et al., 2019; Sepulchre, 2022). In addi-
tion to the unique computational role of Dale’s law in our model, the sep-
aration into excitatory and inhibitory populations also links the dynamical
behavior of our model to previous work on EI networks, including
inhibition-stabilized networks (Sadeh & Clopath, 2021).

A strict requirement of the rank-2 EI networks that we study is that inhi-
bition should be faster than excitation in order to keep the dynamics tightly
around the intersection of the two boundaries. While some evidence sug-
gests that the synaptic time constant of inhibition may be slower than that
of excitation (e.g., see the discussion in Fourcaud & Brunel, 2002), other fac-
tors, such as the localization of inhibitory synapses close to the peri-somatic
zone (Freund & Katona, 2007), or cortical connectivity patterns (short-range
for inhibition, long-range for excitation) suggest that inhibition could also
be faster than excitation. In addition, self-stabilizing mechanisms within the
excitatory population, such as spike-frequency adaptation, could make the
speed of inhibition less important.

Overall, our work can be seen as a bridge between mechanistic and
functional network models of the brain. Mechanistic models, perhaps best
represented by balanced spiking networks (Van Vreeswijk & Sompolinsky,
1996; Amit & Brunel, 1997; Brunel, 2000), capture many important features
of cortical dynamics, including asynchronous irregular activity, excitation-
inhibition balance, and correlated neural variability (Vogels & Abbott, 2005;
Renart et al., 2010; Rosenbaum et al., 2017; Huang et al., 2019). However,
such models, and especially their theoretical analysis, have typically been
limited to linear computations in large networks (infinitely many neurons
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in the mean-field limit, or 1000 to 10,000 in practice). In contrast, our work
focuses on nonlinear computations in much smaller spiking networks (5 to
50 neurons).

While various frameworks have been proposed to obtain nonlinear com-
putations in the mean-field limit (Renart et al., 2007; Roudi & Latham, 2007;
Hansel & Mato, 2013; Lajoie et al., 2016; Ingrosso & Abbott, 2019; Kim
& Chow, 2021), one recent study parallels our work in several interesting
ways. Baker et al. (2020) utilize networks with “semibalance” or “approxi-
mate balance” in order to achieve nonlinear computation. Notably, they ob-
serve that active subpopulations retain balanced input, whereas others are
hyperpolarized. Despite the size differences, this is precisely what our net-
works predict as well (see Figure 8d), and future work should explore links
between this work and our proposed framework. More generally, this sup-
ports the notion that the average balance must be broken or loose enough
to enable nonlinear computations (Ahmadian & Miller, 2021).

Functional models of static input-output mappings are perhaps best rep-
resented by feedforward rate networks (Hunsberger & Eliasmith, 2015;
Yamins & DiCarlo, 2016). However, such networks do not agree with the
heavily recurrent connections found in the brain, they do not obey Dale’s
law, and they rely on neurons being feature detectors, which conflicts with
the idea of balanced inputs (see Figure 1). Here we have shown that function
approximation can also be achieved in (low-rank) recurrent networks obey-
ing Dale’s law, and with balanced inputs. Typically, the study of low-rank
networks has emphasized the generation of internal dynamics for decision
making, memory, and motor control (Eliasmith, 2005; Mastrogiuseppe &
Ostojic, 2018; Dubreuil et al., 2022). Though we have deliberately ignored
dynamics here, some simple dynamical motifs such as bistability can be
achieved even in the rank-2 EI network provided that there are multiple
boundary crossings (not explored here). Higher-dimensional systems can
have much richer dynamics in the latent space, as is already known from
work on rate networks, and will be explored in future work. One aspect
of dynamics that we do consider in this work is the existence of noise-
amplifying or noise-suppressing connectivities. These properties have also
been described in other low-rank networks (Landau & Sompolinsky, 2018,
2021; DePasquale et al., 2023).

Advances in learning algorithms have led to an explosion of research on
training functional spiking network models (Abbott et al., 2016; Neftcietal.,
2019). Interestingly, many algorithms smooth over the spike-threshold non-
linearity using “surrogate” or pseudo-gradients (Bellec et al., 2018; Neftci
et al., 2019; Zenke & Vogels, 2021), or directly train on rate dynamics
(DePasquale et al., 2023), which may smooth out or prevent the develop-
ment of well-formed latent boundaries. It will be interesting to develop
scalable training algorithms for the networks discussed here and to see how
additional constraints during training may affect the development of spike-
threshold boundaries.
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In summary, this article puts forth a new perspective on spike-based
computation. It offers the potential to better understand the computa-
tional regimes and benefits of the balanced state as observed in cortex, and
presents a theoretical framework to construct functional spiking neural net-
works based on these insights. Finally, while the potential to scale up the
framework to higher-rank networks with dynamical computations is still
to be demonstrated, it may serve as a promising direction for scalable com-
putation with spikes.

Appendix A: Reference Table of Model Parameters

Variable(s) Description (X, Y € {E, I} indicate population identity)
Vi(t), VIX (t) Voltage of neuron i (single-pop. or for pop. X)

T, TX Threshold of neuron i (single-pop. or for pop. X)

T Membrane time constant (and simulation timescale)

Ts Synaptic time constant

" Single-neuron cost (“soft” refractory period)

c(t) Network input

x(f) Filtered network input

s(t), sX(t) Spike trains (single pop. or for pop. X)

r(t), X (t) Filtered spike trains (single pop. or for pop. X

E;, E{XY Encoder weights (single-pop. or from pop. Y — X)

Dj, D? Decoder weights (single-pop. or for pop. X)

DX (x) Decoder function (single-pop. or for pop. X)

Wij, W)].;].(y Recurrent weight from j — i (single-pop. or for Y — X)
y(t), y* (t) Latent variable output (single-pop. or for population X)
F;, F]X Feedforward (input) weight (single-pop. or for pop. X)
B(x) = fox(x)+y  Population boundary function

1() Indicator function (I(z) = oo if z > 0, I(z) = 0 otherwise)
og() Sigmoid function with slope parameter 8

Appendix B: Networks with Randomly-Distributed Parameters

We emphasized in the main text that while all presented example popula-
tions were tuned to have a particular population-level boundary, our frame-
work is fully general. This means that any spiking network with low-rank
connectivity and sign constraints (reflecting inhibitory or excitatory pop-
ulations) will have a well-defined boundary. The mathematical reason is
that each neuron’s voltage inequality defines a half-space of subthreshold
voltages, and the intersection of all of these half-spaces always generates a
convex subthreshold set, which is bordered by a convex boundary.

Here, we demonstrate what happens when the neural parameters are not
tuned to form a particular boundary. In Figure 13a, we show a network of
N = 8 inhibitory neurons, where each neuron has randomly chosen values
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Figure 13: A rank-1 inhibitory population with randomly distributed parame-
ters. (a, b) The thresholds of multiple (N = 8, colored lines) neurons are visu-
alized in input-output space, delineating stable, negative-convex boundaries.
(a) For each neuron i, parameter values were drawn as independent random
variables from gaussian distributions of the form F, ~ A(0,1), E; ~ N(1, %),
and T, ~ N (%, %). Two properties are apparent from this “random” network:
(1) silent neurons: the population boundary is composed of only three neurons,
with the other five remaining silent, and (2) silent activity regimes: for x = 0 to
x = 0.25, the population boundary sits at y = 0, meaning that the network will
be fully silent. (b) Same network from panel a, but now with each threshold
parameter T; tuned such that each neuron’s boundary is tangent to the concave
boundary (gray dotted line) as in Figure 2. Tuning the thresholds largely solves
the problems from panel a with silent neurons and activity regimes. However,
neurons are not equally distributed along the boundary in this case, so each
input level will have varying amounts of coding redundancy.

for input weights, F, latent variable encoding weights, E;, and threshold T;
(note that we are only interested in the shape of the boundary here, so the
values of D; are not relevant). Two things are apparent. First, there are fully
silent neurons, and actually the population boundary is composed of only
three of the eight neurons in this particular input domain. Second, there are
values of x for which the network itself is silent (0 < x < 0.25).

To avoid these degenerate regimes, we can simply tune each neuron’s
threshold T; (equivalent to tuning a background input current to each neu-
ron) such that it is tangent to a desired boundary (see Figure 13b, gray
dotted line). As shown in Figure 13b, this effectively removes the degen-
eracy of the fully random network and ensures that all neurons participate
in forming the boundary. However, we now have a case in which differ-
ent areas of the boundary may have different amounts of redundancy and
some areas with mismatches to the desired boundary. We thus conclude that
(smaller) networks with randomly distributed parameters, though still able
to form population boundaries, are not ideal for approximating arbitrary
boundaries. Though we used the inhibitory population as an example, these
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results are applicable to the excitatory population and its respective popu-
lation boundary as well.

Appendix C: Network Parameters in the Single Rank-1 Population

For the single rank-1 population with 1D input and 1D output, neural
parameters were chosen such that each neuron was tangent to a particu-
lar boundary curve, denoted y = — f.,x(x). Given a network of N neurons,
boundaries were distributed uniformly along the curve in a particular in-
putinterval [x4, xg], resulting in a tangent point (x;, y;) associated with each
neuron. Then, each neuron’s voltage equation (see equation 2.10) at V; = T;
was used to compute the parameters F;, E;, and T;. Given the redundancy of
the three parameters, we arbitrarily set the encoding weight, E;, to be 1 for
each neuron. We thus have

E =1, (C1)

E=-L . (C2)
dx

T; = Fxi + Ejy;. (€3)

Then, the decoding weight D; was chosen to achieve a particular jump size
in the boundary at each value, and with sign constraint according to the
population identity (D; < 0 for inhibition and D; > 0 for excitation).

To give a concrete example, let’s consider the boundary in Figures 2b
and 2c, with boundary functiony = —x? — % One neuron, say, neuroni = 3,
is tangent to the curve at the point (x; = —0.5, y; = —0.75). This neuron’s

parameters were set to

E =1, (C.4)

B - fole) = 2% = -1, (€5)
dx

T, = Ex; + Ejy; = —0.25, (C.6)

D; = —0.35. (C.7)

Note the negative threshold, with the interpretation that the neuron is spon-
taneously active due to an additional background current (see equation 2.1).
To constrain voltages to all be on the same scale, in practice we use a default
threshold Tl.0 = 1 for all neurons, and include a bias current b; = Tl.O — T;. For
the case of higher, M-dimensional input, as in Figure 2e and equation 2.16,
the procedure is analogous: a tangent point is designated for each neuron
in M + 1-dimensional space, and the feedforward weights simply become
an M-dimensional vector with the gradient of the function — feyx(x;).
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Appendix D: Network Parameters in the Rank-2 EI Network

Following a similar methodology as above for the single rank-1 population,
here we consider fitting neural parameters of each population to a bound-
ary in (x, yf, y!)-space. Specifically, we denote the inhibitory boundary
as ¥ = —fL (x,yF) and the excitatory boundary as yt = — f£ (x, y!). Tak-
ing the inhibitory boundary as an example, neurons’ tangent points were
distributed in a 2D grid in intervals [x4, xg] and [yﬁ, yg ], such that each neu-
ron had an associated point (x;, yf, yf ). Then, as before, encoders for self-
connections, E, were set arbitrarily to 1 for all neurons. All parameters
thus were set as

Elf=1, (D.1)
]

F,'I = _afcvx(xivyiE% (DZ)
9

EI‘IE = _@fcux(xi, ]/F)a (DS)

T! = Flxi+ "y + E'y). (D4)

An analogous procedure was followed for the excitatory population. Once
again, in principle decoders could be set arbitrarily following sign conven-
tions (Df <0, Df > 0). However, we found that in practice, decoders could
be optimized to ensure that the two populations take turns in spiking. We
generally followed a heuristic that the effective direction that the decoders
point toward should aim to counteract the leak dynamics at the boundary
crossing point—in other words, D'/DF ~ y! /yE, where (4£, y.) is the cross-
ing point of the two boundaries.

Appendix E: Difference of Convex Decomposition

The expressibility of difference of convex functions has been explored in
various works, perhaps starting with Hartman (1959), and has a rich history
of applications in optimization (Horst & Thoai, 1999; Yuille & Rangarajan,
2003; Bac¢ak & Borwein, 2011; Lipp & Boyd, 2016). Due to its importance to
the results presented here, we provide a brief overview of this work.

To begin, we review theorem 1 given in Yuille and Rangarajan (2003),
which proves that any function with a bounded second derivative can be
written as the difference of two convex functions (or equivalently as the
sum of a convex and concave function), and also provides a recipe for this
decomposition:

Theorem 1 (Yuille & Rangarajan, 2003). Let f(x) be an arbitrary continuous
function with a bounded second derivative d? f(x)/dx*. Then we can always de-
compose it into the difference of two convex functions.
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f(=)

4+ frr(=)

o

T x T T

Figure 14: Difference of convex function decomposition. (a-d) A smooth, C
function f(x) (a) is decomposed into the difference of two convex functions g(x)
and p(x) (b); first- (c) and second-order (d) gradients show that 4'(x) and p'(x)
are monotone and q”(x) and p”(x) are nonnegative, confirming them as convex.
(e-h) A continuous, piecewise-linear function fp;(x) (e, black curve) is given as
an approximation to the smooth curve (panel a; gray curve in e), and is decom-
posed into the difference of two piecewise-linear convex functions gp; (x) and
prL(x) (f); first- (g) and second-order (h) gradients show that g, (x) and pj; (x)
are piecewise-constant and monotone, and g}, (x) and pf}, (x) are nonnegative,
and consist of a series of scaled delta functions.

Proof. We begin by selecting an arbitrary convex function g(x), whose sec-
ond derivative is bounded below by a positive constant € > 0. Then there
exists a positive constant A such that the second derivative of g(x) = f(x) +
Ag(x) is nonnegative. Consequently, g(x) is convex. We then define a sec-
ond convex function, p(x) = Ag(x), and confirm that f(x) = g(x) — p(x) =
fx) + ag(x) — ag(x). O

A demonstration of this decomposition is shown in Figures 14a to 14d, in
which a smooth, nonconvex function f(x) (see Figure 14a) is decomposed
into the difference of q(x) = f(x) + Ax? (see Figure 14b, red) and p(x) = Ax?
(see Figure 14b, blue). As illustrated in Figures 14c and 14d, the derivatives
of these two convex functions are monotonic, and their second derivatives
are strictly nonnegative, thus confirming them to be convex.

We observe that this theorem and proof apply perfectly well when f(x) is
continuous and piecewise-linear. However, the theorem leaves open how to
choose g(x) and how to work with the piecewise-linear functions required
in the spiking framework. Fortunately, piecewise-linear functions can be
uniquely decomposed into two piecewise-linear convex functions (Melzer,
1986; Kripfganz & Schulze, 1987; Siahkamari et al., 2020). To illustrate the
main idea, we present an additional proof.
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Theorem 2. Let f(x) be an arbitrary piecewise-linear continuous function. Then
we can always decompose it into the difference of two piecewise-linear convex
functions.

Proof. We consider f(x) in a particular interval of x € [a, b]. Since f(x) is
piecewise linear, its subdifferential is piecewise constant, with a set of n
“edge points” x; to x, (including the boundary points), which denote the
discontinuities and a set of “jumps” v; to v,—1, where v; indicates how much
f'(x)jumps at x;, thatis, vi = (f(xit1) — f(x1))/(xiy1 — xi). We note that these
sets of points and jumps will fully describe the function f(x) such that we
can write it as

f) =) H(x—x)vx, (E.1)
i-1

where H() denotes the Heaviside function. We now wish to decompose f(x)
into two piecewise-linear convex functions q(x) and p(x) using the same set
of edge points. This is straightforward to do if we group the edge points
based on the sign of each jump, v;. We can then write the two functions as

q(x) =Y H(x — x)H(vi)vix, (E2)
i=1
p(x) = Y H(x — x;)H(—v))vilx. (E3)
i=1
It is then straightforward to show that f(x) = g(x) — p(x). d

This second approach is demonstrated in Figures 14e to 14h, in which a
piecewise-linear, nonconvex function f(x) (see Figure 14e) is decomposed
into the difference of two piecewise-linear, convex functions 4(x) (see Fig-
ure 14f, red) and p(x) (see Figure 14f, blue). As illustrated in Figure 14g, the
piecewise-constant gradient of the original function is decomposed into two
piecewise-constant, monotonic functions that account for the positive and
negative jumps in the gradient. The second-order subdifferential of f(x)
consists of a series of delta functions at the edge points. We now see that
the two convex functions contain the same edge points, but they are strictly
positive.

The above approach is in fact exactly what was used for the results in
Figure 5. Once the boundary functions are determined as a function of x,
the last step is to define the full boundary surfaces in (x, y*, y')-space. For
simplicity, and as already mentioned in the main text, we assume that the
I boundary is linear in y and that the E boundary is linear in y!, such that
the two boundaries can be decomposed into the functional forms:
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Figure 15: Noise and irregular firing in the inhibitory population. (a) The
thresholds of multiple neurons (colored lines, shown for N = 20) are visual-
ized in input-output space, delineating stable, negative-convex boundaries. The
spike trains of one neuron (blue line) were analyzed for a fixed input x = —0.5
(gray vertical line). (b) Spike count coefficient of variation (CV) plotted as a func-
tion of the voltage noise standard deviation for the default inhibitory network
with recurrent inhibition (black) and comparison with a feedforward variant of
the network (identical except that recurrent connections were set to zero). Spike

count CV was computed over 500 trials of a constant stimulus x = —0.5 for 57
time steps.
y' = —p(x) = 24", (E.4)
y'=—q(x) -y (E.5)

Then, solving for yf, we confirm that

Appendix F: Noise and Irregular Firing in the Inhibitory Network

In section 3, we illustrated how small amounts of input current noise lead
to irregular firing, but it was left unspecified how much noise is actually
needed. To quantify the relationship between noise and irregularity, we
simulated the inhibitory population from Figure 6 for varying noise lev-
els and compared it with an equivalent feedforward population in which
recurrent weights were set to zero. Focusing on one particular neuron (see
Figure 15a, blue line) and input level (gray vertical line), we simulated many
trials of the network and recorded spike trains. Then, computing the spike
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count coefficient of variation (CV) across trials, we show that the recurrent
network architecture presented here results in a substantial amount of ir-
regularity even for small amounts of noise (see Figure 15b). The fact that
the variability in the network far exceeds the feedforward network demon-
strates that the irregularity is not simply due to input noise, but rather
reflects the combination of the small amount of noise with the recurrent
architecture. Example rasters over trials are shown for two particular noise
levels for the two networks (see Figures 15c and 15d).

Appendix G: Synaptic Dynamics

In sections 2 and 3, we impose two very strict requirements on the synaptic
dynamics: we assume synaptic currents to be instantaneous, and assume
that inhibitory neurons always fire before excitatory neurons. The notion of
instantaneous communication in a spiking network simulation with dis-
crete time steps is tricky. Technically speaking, even in models without
synaptic delays, a delay equivalent to the simulation time step, dt, is im-
plicit. Event-based simulators circumvent this problem by only integrating
voltages up to the next spike. To keep the simplicity of a discrete-time simu-
lation, we instead impose that only one neuron spikes per time step. For the
single inhibitory population, the rationale is straightfoward. When the first
inhibitory neuron fires a spike, it will inhibit all other neurons in the net-
work and thereby prevent other neurons from spiking (provided dt is suf-
ficiently small). For the EI network, an excitatory spike may instead drive
other excitatory and inhibitory neurons above threshold. Here, we make
the important assumption that inhibitory neurons will generally be driven
above threshold faster than other excitatory neurons, and thereby are able
to prevent additional excitatory spikes (see section 5).

In section 4, we eliminate these ad hoc rules and instead introduce finite
synaptic dynamics, denoted with the variable s;(t), in the form of exponen-
tial decay or square pulses. With this modification, the voltage equation
becomes

N
Vi(t) = =Vit) + Fe(t) + ) _ Wis;(b), (G.1)
j=1

where s;(t) is the series of postsynaptic currents due to neuron j.
However, we generally keep the negative diagonal terms of the connec-
tivity instantaneously fast, as they correspond to voltage resets.

Code Availability

Code used to generate all figures of this article is available on GitHub
at https://github.com/wpodlaski/funcapprox-with-lowrank-EI-spikes.
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This repository also contains tutorial notebooks for visualizing latent
boundaries and function approximation.
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